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CHALLENGES 
Run a simulation within specific time 
constraints that can support both the 
massive scale of a galaxy like the Milky 
Way with the high resolution needed to 
shed light on how small interactions 
impact the whole 

SOLUTION 
The massive parallel compute capacity, 
networking capability, and large high-
speed memory of AMD Instinct™ MI200 
accelerators in the Frontier supercomputer 

RESULTS 
The team anticipates that Frontier will 
enable them to strike an ideal balance, 
simulating a half-billion-year time span 
with one-parsec resolution 

AMD TECHNOLOGY AT A GLANCE 
AMD Instinct™ MI200 accelerator 

TECHNOLOGY PARTNER  
  

 

  

 

Cholla CAAR team plans 
to simulate the entire 
Milky Way using AMD 
Instinct™ accelerators  
Massive parallel processing of AMD  
GPU-powered Frontier supercomputer 
makes enormous, high-resolution 
simulation possible. 
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What does it take to simulate the entire 
Milky Way galaxy? That is a question the 
Cholla team of the Frontier Center for 
Accelerated Application 
Readiness (CAAR) hopes to 
address when the completed 
Frontier supercomputer at 
Oak Ridge National 
Laboratory (ORNL) 
becomes available to 
researchers by 2022.  
Thanks to the CAAR 
program, the Cholla group is 
one of eight teams granted 
early access to the set of pre-
deployment Frontier nodes 
powered by AMD Instinct™ 
accelerators. 

As part of their early access, the Cholla 
team is working in partnership with ORNL 
staff and vendors HPE and AMD to 
optimize and test their demanding code 
against Frontier. In addition to testing the 
system’s capabilities, this work will provide 
valuable guidance to future application 
developers and researchers who hope to 
work with Frontier. 

Cholla is an acronym for Computational 
Hydrodynamics on Parallel Architectures. 
Used to run extremely large astrophysics 
simulations based on fluid dynamics, the 
Cholla software package was first designed 
by Evan Schneider, who now leads the 
project team testing the code on Frontier. 

Massive parallel processing enables 
scale and resolution 
To accurately simulate the myriad of physical 
processes happening in the Milky Way, from 
star formation and supernova explosion to 
the subsequent effects on gas being blown 

out of the Galactic disk, researchers need to 
simulate both the entire galaxy and the 
details that occur at a relatively small scale.  

“The Milky Way is about 30 
kiloparsecs or 100,000 light-
years across,” said Schneider. 
“In practical terms, that means 
we need to run a simulation 
that is at least 10 kiloparsecs 
across. But we also need high 
enough resolution to see how 
the physics occurring at the 
single parsec scale impact the 
entire galaxy. Only a machine 
like Frontier can achieve both.” 

Cholla is particularly suited to 
make the most of Frontier’s capabilities 
because, as Schneider explained, “From the 
beginning, we built Cholla to run on GPUs 
with these massively parallel supercomputers 
in mind. In the simulations we run, we have 
to solve hundreds of equations for every 
individual cell.” A cell in the proposed Cholla 
simulation is equal to one cubic parsec. 
Schneider adds, “The simulation we’re 
planning to run on Frontier will have  
a trillion of those cells. You have to do a  
lot of math to capture the evolution of  
that system.”  

The Frontier supercomputer was designed 
by a collaboration between U.S. Department 
of Energy, Oak Ridge National Laboratory, 
HPE, and AMD. It is anticipated that 
Frontier will deliver more than 1.5 exaflops 
of peak processing power. Powered by the 
2nd Generation AMD CDNA™ architecture, 
the AMD Instinct MI200 series accelerators 
used by Frontier will allow researchers to 
process parallel codes up to 47.9TFLOPS of 
peak FP64 performance.  

“Based on what we've 
seen so far with AMD 
Instinct MI200 GPUs,  

I'm extremely confident 
that Cholla will run ten 
times faster than where 
we were at the start of 

the CAAR project.” 

Evan Schneider, 
Assistant Professor of 

Physics and Astronomy, 
University of Pittsburgh 
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AMD’s Matrix Core technology also supports optimized BF16, INT4, 
INT8, FP16, FP32, and FP32 matrix capabilities to enable a full range 
of mixed-precision operations when working with large models. To 
achieve low latency at the massive scale of the 
Frontier system, AMD Infinity Architecture 
provides high-speed data transfer between 
GPUs, CPUs, and memory. 

Memory and networking create a true 
GPU-powered compute environment 
Even on a machine as powerful as Frontier, the 
code for this massive simulation will have to 
run an order of magnitude faster than possible 
on previous generation supercomputers. 
Schneider is optimistic, saying, “Based on 
what we've seen so far with AMD Instinct 
MI200 GPUs, I'm extremely confident that 
Cholla will run ten times faster than where we 
were at the start of the CAAR project.” 

With HBM2E memory per MI200 and the ability to send code via 
PCIe® directly to the NIC, bypassing the CPU altogether, Frontier 
dramatically reduces latency for Cholla simulations. The team can 
cluster code amongst all the GPUs available to maximize parallel 
efficiency by avoiding CPU hops. 

Schneider said, “In many ways, the size of the simulation that we 
can do is set by how much memory the GPU has. But what we are 
most looking forward to is taking advantage of the networking  

capability of AMD Instinct MI200 along with the increase in 
memory. Together they mean we can skip the step of transferring 
data back to the CPU and take full advantage of the GPU’s ability 

to transfer data directly to the network.” 

She added, “At this point, we don’t use the CPU 
for physics. All our computational power comes 
from what for us is virtually an entire computing 
environment built with AMD Instinct GPUs.” 

A team effort dedicated to meeting big goals 
In effect, Frontier will enable the Cholla project  
to run a billion-year simulation in the same 
amount of time that the previous generation 
supercomputer required to simulate 100 million 
years. Running faster also affords the team the 
option to use its allotted time on Frontier to run 
more cells for higher resolution. Ultimately the 
team will seek a balance between time and 

resolution. According to Schneider, “With Frontier, we think that 
running a half a billion-year simulation is a good target as we can 
then use the rest of the time saved to run a larger simulation.” 

“This was a team effort, says Schneider. “It's the first time I've 
been a part of a team that connected people in academia with 
software engineers and industry. And that has been extremely 
powerful. Working with AMD and the other Frontier partners, we 
have been able to accomplish development work that we couldn't 
have done otherwise.” 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

  

About Oak Ridge National Laboratory (ORNL) 
Oak Ridge National Laboratory is the largest US Department  
of Energy science and energy laboratory, conducting basic and 
applied research to deliver transformative solutions to compelling 
problems in energy and security. ORNL’s diverse capabilities span 
a broad range of scientific and engineering disciplines, enabling 
the Laboratory to explore fundamental science challenges and  
to carry out the research needed to accelerate the delivery of 
solutions to the marketplace. Within ORNL, the Oak Ridge 
Leadership Computing Facility was established to accelerate 
scientific discovery and engineering progress by providing  
world-leading computational performance and advanced data 
infrastructure, including Summit, the second most powerful 
supercomputer in the world. For more information, visit ornl.gov. 

About AMD 
For over 50 years AMD has driven innovation in high-performance 
computing, graphics, and visualization technologies—the building 
blocks for gaming, immersive platforms, and the data center. 
Hundreds of millions of consumers, leading Fortune 500 
businesses, and cutting-edge scientific research facilities around 
the world rely on AMD technology daily to improve how they live, 
work, and play. AMD employees around the world are focused on 
building great products that push the boundaries of what is 
possible. For more information about how AMD is enabling today 
and inspiring tomorrow, visit amd.com/Instinct. 

“What we are most looking forward 
to is taking advantage of the 
networking capability of AMD 
Instinct MI200 along with the 

increase in memory. Together they 
mean we can skip the step of 

transferring data back to the CPU 
and take full advantage of the 
GPU’s ability to transfer data 

directly to the network.” 

Evan Schneider, Assistant Professor 
of Physics and Astronomy, 

University of Pittsburgh 
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